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Abstract.
This paper is a contribution to that part of Science Studies known as ‘The Cognitive Study of Science’. The general goal of such studies is to understand cognition as it occurs in modern science. I restrict my attention to High Energy Physics (HEP) practiced at a research laboratory such as the European Centre for Nuclear Research (CERN). The dominant paradigm in cognitive science would have us understand the acquisition of knowledge regarding elementary particles in terms of a cognitive agent that performs computations on a symbolic representation. In the case of HEP, however, it is difficult to identify a cognitive agent or the required symbolic representations and algorithms. The notion of ‘collective cognition’ provides a step in the right direction, but does not go far enough. I argue that we need to invoke a more radical notion of ‘distributed cognition’ that explicitly includes artefacts. But the inclusion of artefacts in scientific cognitive systems makes application of the cognition as computation paradigm even more problematic. I conclude that scientific cognitive systems are hybrid systems including both computational and dynamical artefacts as well as human agents. And scientific knowledge itself is best regarded as the impersonal product of a whole scientific community.

1.
Introduction
Like many people, I find the contemporary cognitive sciences fascinating in a number of dimensions. My professional interests, however, have been more narrowly focused on what the cognitive sciences can contribute to the study of science as a human activity. This endeavour is a part of Science Studies which goes under the name ‘Cognitive Studies of Science’ (Carruthers, et al. 2002). This paper is a contribution to that endeavour, but it also has implications for the study of higher cognition more generally.  Specifically, it calls into question the cognitive science paradigm of ‘cognition as computation’ in so far as that paradigm seems not to be fully appropriate for the cognitive study of science.

2.
High energy physics
I will confine my attention to High Energy Physics (HEP). There are a number of reasons why this is an appropriate choice.  HEP is a universally acknowledged example of good science. It shares the big-science profile of many other contemporary natural sciences, such as astrophysics, earth science, and molecular biology. Finally, it has been the focus of much work in science studies (for example, Pickering 1984, Galison 1987, 1997, Knorr Cetina 1999). 

For our purposes we can make do with a schematic account of a prototypical HEP experiment at a facility such as the European Centre for Nuclear Research (CERN). At CERN they have recently completed construction of a Large Hadron Collider (LHC) coupled with a very large detector called ATLAS. This collider, located on the border between France and Switzerland, is in a tunnel 27 kilometres in circumference. The ATLAS detector by itself is 44m wide, 22m high, and weighs 7000 tons. The ATLAS project involves hundreds of scientists, technicians, and other support personal. One of the major justifications for building it is to obtain direct experimental evidence of the existence of the Higgs Boson, a particle predicted by the so-called ‘standard model’ of elementary particles. Hadrons are accelerated to very high energies in the large circular beam pipe and made to collide in the detector. The standard model predicts the kind of patterns one should find in the detector if they do indeed manage to produce a Higgs Boson (Knorr Cetina 1999).

Since the goal is to produce a quintessentially cognitive product, knowledge, one can view this whole operation as some kind of cognitive process. The question is how further we are to understand this process. That is, we want to know what is the nature of scientific cognition in this case. Of course the hope is that this case will tell us something about the nature of scientific cognition more generally.

3.
A standard cognitive science answer

There is a standard cognitive science answer to our question. It goes like this. There is a cognitive agent. This agent is an individual (human or artificial). This agent acquires a symbolic representation which is manipulated by computation according to definite rules. The general understanding is that these symbolic representations have the structure of a language and the rules the structure of a syntax. 

The standard answer, however, runs into trouble in this case. Ask first: Who (or what) is the cognitive agent who acquires the representations, etc? Perhaps the most plausible answer within the standard framework is: The person who interprets the final output. The problem with this answer is that, as Knorr Cetina (1999) emphasizes, there is no one person or thing answering to this description. Arriving at an accepted interpretation involves a complex interaction among a number of people with various skills, for example, some primarily concerned with hardware, some with data acquisition and imaging software, some with theory, etc. The final emergence of an interpretation cannot be regarded as the achievement of any individual cognitive agent.

Similar problems arise if we ask after the whereabouts of the required symbolic representation and, correspondingly, the process of computation. A good candidate for an appropriate symbolic representation would be the results as written out in preliminary and subsequent published papers. It is difficult, however, to think of this representation as having been produced by a process of computation in any but an irrelevant or highly metaphorical sense. It is irrelevant for our understanding of the cognitive process that reports are typically written on computers. It is metaphorical to regard the process of discussion and interpretation leading to the printed report as being a computational process. Where are the symbols? What is the algorithm?

All this is not to say that there is not a whole lot of computation going on during a typical experiment at CERN. There are computers all over the place, even rooms full of computers. The instruments are monitored by computers and commands are given through computers. The data are collected by computers. Theoretical predictions are generated using computers. Straightforward computation is without a doubt a large component in modern scientific cognition. Indeed, it is astounding the extent to which, since the 1950s, the computer has changed the way science is done. One could say that computers have changed the whole culture of science in fundamental ways. Nevertheless, it does not follow that the overall cognitive process of acquiring knowledge through the practice of modern science is to be characterized as computational. That remains to be seen.

4.
Collective cognition
One way of avoiding some of the problems noted above is to introduce the less standard notion of collective cognition, also sometimes called ‘socially shared cognition’ (Resnick et al. 1991). Understanding scientific cognition in terms of collective cognition eliminates the need to find a single cognitive agent. This also makes it possible to avoid locating all the cognition at the end of the whole process when the output of the experiment is read by some small group of people. We can include as many participants as we like, whatever their role in the whole history of an experiment. The question now is whether collective cognition is best understood in a way that is compatible with the paradigm of cognition as computation.

That a notion of collective cognition can be incorporated within the paradigm of cognitive as computation is clear. We need only assume that each individual is a computational system and that interactions among individuals are simply a matter of input and output restricted to individuals. The joint output can then be simply a conjunction of results computed within different individuals. The whole result is computed, only not within any one individual. Collective cognition, on this view, is fully computational. Nevertheless, most advocates of collective cognition (such as Resnick 1991) appear to reject this reductionist move. I need not attempt here to ascertain the specific reasons for these rejections as I have my own reasons for doing so.

The concept of collective cognition focuses exclusively on the human participants and neglects the undeniably large role played by artefacts. CERN without its accelerators and detectors could not produce the kind of knowledge it is supposed to produce. We can think of the whole facility at CERN as a generalized cognitive system producing knowledge of fundamental particles or of a particular experiment as a specific cognitive system producing knowledge of a particular type of particle. Either way, the artefacts seem as important a part of the whole cognitive system as the human participants. This reflection takes us beyond simple collective cognition to a more general notion of distributed cognition.

5.
Distributed cognition

A well-known source for the concept of distributed cognition within the cognitive sciences is Ed Hutchins’ (1995) study of navigation. This is an ethnographic study of traditional ‘pilotage’, that is, navigation near land as when coming into port. Hutchins argues that individual humans may be merely components in a complex cognitive system. No one human could physically do all the things that must be done to fulfil the cognitive task, in this case repeatedly determining the relative location of a traditional navy ship as it nears port. For example, there are sailors on each side of the ship who telescopically record angular locations of landmarks relative to the ship’s gyrocompass. These readings are then passed on via the ship’s telephone to the pilothouse where they are combined by the navigator on a specially designed chart to plot the location of the ship. In this system, no one person could possibly perform all these tasks in the required time interval. And only the navigator knows the outcome of the task until it is communicated to others in the pilothouse.

Hutchins’ conception of distributed cognition goes beyond collective cognition in that he includes not only persons but also instruments and other artefacts as parts of the cognitive system. Thus, among the components of the cognitive system determining the ship’s position are the alidade used to observe the bearings of landmarks and the navigational chart on which bearings are drawn with a ruler-like device called a ‘hoey’. The ship’s position is determined by the intersection of two lines drawn using bearings from the two sightings on opposite sides of the ship. So parts of the cognitive process take place not in anyone’s head but in an instrument or on a chart. The cognitive process is distributed among humans and material artefacts.

I think that Hutchins’ example can be scaled up for HEP. Imagine a run of the LHC at CERN with the ATLAS detector. Suppose there were at this particular time100 people operating the equipment. They each perform their assigned tasks using their specialized knowledge of the capabilities and current state of the machines. The desired result is, say, data from which the mass of the Higgs boson could be determined. This is a task that no number of people could perform by themselves. Highly specialized machines are also required. So we attribute the cognitive capacity to acquire the desired data to the whole system, people plus machines organized in an appropriate way. The cognition is in this way distributed. My generalization would be that, for much of modern science, scientific cognition is distributed cognition (Giere 2002).

Again we return to the question of how further to characterize this case of distributed cognition. Of course one could here too invoke the reductionist strategy of insisting that all the cognition consists in computations in someone’s head (or in their computers). I will not discuss this option further because it is clear that Hutchins’ does not invoke it. Nevertheless, he argues (Hutchins 1995: Ch. 2) that we should see the whole process of pilotage, including artefacts, as the operation of a computational system. And he does so while fully admitting that many components of the system, the alidade, telephone, hoey, and chart, are, strictly speaking, analogue devices. What he says is that we should extend the concept of computation to cover such cases. Applied to HEP, the conclusion would be that the experimental apparatus together with the scientists is a computational system that takes decay products as input and, following rules, computes images as output.

Hutchins’ stance is made somewhat plausible by the fact that most of the artefacts he discusses are really either analogue to digital converters or the reverse. An alidade, for example, uses an analogue input to produce a digital output. An experiment in HEP is quite different. The process from the collision of two particles to the production of an image of the tracks of various created particles is simply a physical process until the very end when the final image is digitised for processing in a standard digital computer. Alternatively, the final output might be counter readings at various positions relative to the path of the original beam (Galison 1997). Either way, most of the operation of the system is not in any obvious sense computational.

The basic idea behind the concept of computation is a symbolic representation transformed by syntactic like operations. The interactions among sub-atomic particles which yield new knowledge in HEP contain nothing like symbolic representations and are not transformed according to syntactic-like operations. These interactions seem far better understood as examples of the dynamic systems of recent Dynamic Systems Theory (Thelen and Smith 1994), making allowance for fact that quantum mechanical systems are inherently stochastic rather than deterministic. Here I am not concerned to make a positive case for a dynamic systems approach to cognition. I only question the usefulness of the cognition as computation paradigm in situations like those in HEP.  I would invoke the dictum: Where there are no symbolic representations and no transformation rules, there is no computation.

Consider a simpler example. If one drops a solid ball from rest at a height h, its distance from the ground, y, is approximated by the equation y = h – ½ g t2. Is the falling body computing its distance from the ground? If it were, it could not be using the simple formula just given. This formula takes no account of air resistance or of the fact that the gravitational force of the earth varies with the distance from the center of the Earth. I would insist that the ball is in no way computing its distance from the ground. It is just falling. There is nothing in this system corresponding to a symbolic representation or a set of rules for transforming representations. It is we who compute its approximate distance from the ground using formulas like the one given above. No one has ever written down a formula for the literally exact values of the relevant distances and times. Nor, I think, will this ever be done. Better approximations, yes; literally exact values, no (see Giere 1988: Ch. 3, 1999: Ch. 5).

These considerations, however, are not completely decisive. Influential people in physics and computer science (notoriously, Wolfram 2002) argue that the whole universe is one gigantic computer. They claim that space and time are discrete, so that it makes sense to say that the universe computes its next state (or the probability thereof) from its previous state. Now I agree with those (Lakoff and Johnson 1980, Lakoff 1987, Johnson 1987) who argue that language is deeply metaphorical. Nevertheless, in the sciences the appropriateness of particular metaphors may be contested. In the 16th and 17th centuries, natural philosophers were much impressed with the elaborate clockworks then being produced. The universe, they concluded, was a gigantic clockwork. Newton’s physics was taken as providing legitimisation for the literal truth of this claim. We now know this was mistaken. The digital computer is without doubt the dominant technological innovation of the current epoch. It is not surprising that it is taken as more than a mere metaphor not only for the mind but for the universe as a whole. However compelling it now seems, I think this metaphor will turn out to be no better than the clockwork metaphor. I suspect that it’s attractiveness is at least partly rooted in a mistaken desire for a single, overarching explanation for everything. It is also a prime example of what Gerd Gigerenzer (2000) calls the move ‘from tools to theories’, as, indeed, is the cognition as computation paradigm itself.

I conclude that scientific cognitive systems like those at CERN are best understood as hybrid systems.  They are unquestionably partly computational in the unproblematic sense that they are run using digital computers. I would also claim that they are also partly dynamic physical systems for reasons just given. Finally, they are also partly human systems, leaving open the possibility that humans themselves are either computational or dynamic systems, or a combination of both. Interestingly, this conclusion is not so different from that of Bruno Latour (1999) whose initial focus is more social than cognitive.

6.
Where is the knowledge?
Having concluded that experiments at CERN are hybrid cognitive systems, we are still left with the question, ‘Where is the knowledge?’, or, in Lynn Nelson’s (1990) formulation, ‘Who knows?’ There are several possibilities. One is to treat the whole cognitive system as a kind of super agent and ascribe knowledge to it. Knorr-Cetina (1999), for example, ascribes cognitive agency to individual experiments on the ground that it is the whole experiment, and not any smaller part of it, that produces the resulting knowledge.

Another possibility is to restrict knowing to human agents, so that, although they are only part of the cognitive system, it is only they that acquire the cognitive product, knowledge. There are several reasons in favour of this alternative. If one agrees that a falling ball does not know where it is, one must also agree that the instrumentation at CERN, as a physical system, does not, by itself, know anything. Humans, on the other hand, are prime examples of knowers. It is the scientists who provide the interpretation of the physical results that gives content to any knowledge claims. 

A closely related third alternative would be to depersonalise the characterization of what is known, so that we would say things like ‘This experiment has shown that ….’ or ‘This experiment leads to the conclusion that ….’ This yields, to borrow Popper’s (1972) phrase, while rejecting his metaphysics, ‘knowledge without a knowing subject’. So we can have scientific knowledge without assigning agency to anything. In the vocabulary of philosophical epistemology, scientific knowledge is, invoking John Ziman’s (1978) term, ‘reliable knowledge’. It is because of their prior knowledge of the reliability of the apparatus, and of the people using it, that those scientists whose professional job it is to interpret the results get to claim what has or has not been shown. The same judgments of reliability permit the individual scientists doing the interpreting to claim personal knowledge of the result for themselves.

Here I think we should acknowledge what has long been taken for granted in the general science studies community, namely, a claim does not count as scientific knowledge until it is publicized. Again in Ziman’s (1968) terms, scientific knowledge is ‘public knowledge’. This means there will be a short period of time when members of the group who reached consensus on the result can each claim personally to know the result even though the result does not yet count as scientific knowledge. This implies that the cognitive system that produces scientific knowledge should really be taken to be a whole scientific community, including things like the institutions that make publishing possible. So scientific cognitive systems turn out to be quite heterogeneous systems with very fuzzy boundaries.

This conclusion is in line with the recent (Tomasello 1999) revival of the older idea (Vygotsky 1962) that human cognition has its origins in social interactions. According to this point of view, the development of human language, which is the medium of communication, and also to some extent also the medium of thought (Carruthers and Boucher 1998), was more a cultural achievement than a creation of individual minds. Extending this idea to modern science, we would conclude that the production of modern scientific knowledge is more the product of a particular form of scientific culture than of individual scientists, although, of course, it takes individuals with special talents to make the system work.

The more one thinks of the production of contemporary scientific knowledge as due to the distributed interactions of people and artefacts, the less useful it becomes to employ the paradigm of cognition as computation. It seems not very helpful, for example, to ask what is being computed, where, and by what algorithms. It is more helpful to ask about the structure and reliability of various human-human and human-artefact interactions needed to produce various sorts of cognitive outputs.

7.
Conclusion
Classical cognitive science and AI assumed that all representations and processes must be localized in someone’s head (or in a computer), and that the relevant processes are computational in a straightforward sense. In fact, for modern humans, what is in the head are only bits of heterogeneous representations together with a powerful pattern recognition device (a brain). Much of the cognitive processing takes place in interactions with the environment, particularly with artefacts such as large detectors, designed for very special purposes.

The natural cognitive capacities of humans have not changed much since well before The Scientific Revolution. The reason we now know so much more than before is that we have constructed artefacts (both physical and symbolic) which make us parts of distributed cognitive systems with overall cognitive capacities far greater than our natural individual capacities.
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